A saved experiment contains more than learned weights

1 Run and save 2 Retain the experiment state

Choose task and seed Model: gains, baseline, update count

Train part of the run —P  Task: settings, seed, step, reward history —>
Export checkpoint Random streams: input, action, reward, teaching

Identity: schema, model version, circuit hash
Handwriting tasks also bind the dataset hash

3 Resume the run

Validate identities
Restore state and streams
Continue the same task

Compare with uninterrupted execution

20 / 20 tested continuations matched exactly within their browser engine.

Scope: bundled tasks with matching code and data. Arbitrary external environments need their own saved state.



